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Abstract
Despite an extensive literature on statistical 

methods and their proper application to biological 
data, incorrect analyses remain a critical and widely 
spread problem in research papers. Inherently 
hierarchical (nested, clustered) structure of biological 
measurements is often erroneously neglected, leading 
to pseudo-replication and false positive results. 
This, in turn, complicates the correct assessment 
of statistical power and impairs optimal planning 
of experiments. In order to attract more attention 
to this problem and to illustrate the importance of 
direct account for the nested structure of biological 
data, in this article we present a simple open-source 
simulator of two-level normally distributed stochastic 
data. By defining ‘true’ mean values and ‘true’ intra- 
and inter-cluster variances of the simulated data, 
users of the simulator can test various scenarios, 
appreciate the importance of using correct multi-level 
analysis and the danger of neglecting the information 
about the data structure. Here we apply our nested 
data simulator to highlight some commonly arising 
mistakes with data analysis and propose a workflow, 
in which our simulator could be employed to correctly 
compare two nested groups of experimental data 
and to optimally plan new experiments in order to 
increase statistical power when necessary.
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Introduction
Biological experiments often produce ‘clustered’ or 

‘nested’ data. By these terms, we mean a hierarchical 
grouping of individual measurements via a certain 
principle, so that the data points in each cluster are 
not completely independent from each other (Fig. 
1). Imagine a scenario when some measurement 
is repeated on several experimental days. Despite 
the experimentalist’s effort to reproduce exactly the 
same conditions every time, in practice, the actual 
conditions may still slightly vary from day to day. 
Therefore, data points collected on a particular day 
may correlate with each other more than with points 
from other days. Such grouping of data by day is one 
very common example of hierarchical data structure 
in biological experiments. Another common example 
is a scenario when multiple data points are collected 
from a smaller number of animals, patients, cells, etc. 
In this case, measurements from the same animal/
patient/cell may not be completely independent, so 
they form clusters with slightly shifted mean values.

Unfortunately, it is not uncommon for researchers 
to ignore the nested structure of their experimental 
data. In this case, a researcher naively pools all data 
points collected under a certain test condition assuming 
(often erroneously!) that they are independent. The 
pooled data are then usually processed altogether, 
using some standard statistical criteria and methods 
such as t-test, regression analysis, ANOVA etc., which 
are precisely applicable only for independent values. 
Considering statistically non-independent data as 
statistically independent creates a problem of pseudo-
replication [1]. This artificially increases the sample 
size and leads to irreproducible or meaningless 
results. Due to pseudo-replication, statistical analysis 
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tests an incorrect hypothesis, rather than the one, 
which the researcher really intends to test [2]. This 
problem has been described in several excellent 
reviews [2, 3, 4]. A hallmark of pseudo-replication is 
an overly small p-value reported by the test, even in 
spite of substantial overlaps of data points from the 
compared groups [5].

Besides the problem of false positives, incorrect 
statistical treatment of data and ignoring their nested 
structure may also increase the probability of false 
negative results. For example, one might naively 
expect that just adding more data from each cell/
animal/patient/day should boost the statistical power 
of the analysis. This is not necessarily the case with 
clustered data. Therefore, careful analysis of data 
clustering is very important for both optimal planning 
of experiments and for solid statistical evaluation of 
biological measurements [1, 3].

Correct treatment of nested biological data 
requires multi-level statistical analysis [6]. Various 
software packages have been developed to 
implement it, including a commercial tool Prism 
GraphPad [7] and free programs, such as InVivoStat 
[8], developed specifically to plan and analyze 
experiments with animals. In the multi-level analysis, 
data are compared at the level of cluster averages 
while maintaining the difference between the 
variance within clusters and the variance between 
clusters. This approach explains parts of the variation 
of the experimental effect and provides the greatest 
statistical power. The multi-level analysis not only 
ensures correct statistical interpretation of the results 
and thus correct conclusions but can also provide 
unique information on the collected research data 
that cannot be obtained when standard statistical 
methods are used on either individual observations 
or summary statistics [5, 6].

Here we present a simple open-source data 
simulator to illustrate common problems arising 
in the statistical analysis of clustered biological 
data. We show how false assumptions about data 
independence can lead to incorrect assessment of 
the statistical significance of the difference between 

the compared groups and how this result depends 
on the extent of intra-cluster correlation (ICC) of the 
data. Using our simulator, we also demonstrate how 
the statistical power of analysis changes depending 
on the number of clusters and the number of elements 
in them, and propose an algorithm for processing 
multi-level data and planning optimal experimental 
measurements.

Methods

Generation of stochastic nested data

We developed a program, which generates two 
normally distributed stochastic variables: ‘control’ (x) 
and ‘experiment’ (y), each containing N data clusters 
with n observations per cluster. Random variables, 
representing ‘control’ and ‘experimental’ values are 
generated as follows:

Figure 1. Schematic of a typical biological experiment design, generating nested data

where i is the cluster number from 1 to N; j is the 
number of the observation within the cluster from 1 to 
n;  is the mean value of ‘control’ observations 
in the i-th cluster;  is the mean value of 
‘experimental’ observations in the i-th cluster;  is 
the intra-cluster variance; R(0,1) is a random normally 
distributed number with a mean of 0 and a standard 
deviation of 1.

Intra-cluster means,  and , are 
defined as follows:

where  and  are ‘true’ mean values of the 
‘control’ and ‘experiment’; σ2

inter is the inter-cluster 
variance; R(0,1) is a random normally distributed 
number with a mean of 0 and a standard deviation 
of 1.

x(i, j) = xintra
mean(i) + σintraR(0, 1), Eq. 1

y(i, j) = yintramean(i) + σintraR(0, 1),

xintra
mean(i) = xtrue + σinterR(0, 1), Eq. 2

yintramean(i) = ytrue + σinterR(0, 1),

x(i, j) = xintra
mean(i) + σintraR(0, 1), Eq. 1

y(i, j) = yintramean(i) + σintraR(0, 1),

xintra
mean(i) = xtrue + σinterR(0, 1), Eq. 2

yintramean(i) = ytrue + σinterR(0, 1),
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where triangular brackets denote averaging, M = N ∙ n 
is the total dataset size and s is the pooled standard 
deviation defined as:

where SDx and SDY are the standard deviations of the 
observations in the pooled ‘control’ and ‘experimental’ 
groups, respectively.

Next, the p-value is computed from t-distribution 
with h = 2M - 2 degrees of freedom at 0.05 significance 
level.

Method 2: observations in each cluster are 
averaged. Mean values from each cluster are used 
as inputs for a standard unpaired t-test, based on the 
score t2:

here triangular brackets denote averaging, N is the 
number of clusters and smean is the combined standard 
deviation of the cluster means:

where SDxmean and SDymean are the standard deviations of 
the intra-cluster means in ‘control’ and ‘experimental’ 
groups, respectively. 

The p-value is found as in the first method, except 
that the degrees of freedom are now reduced to h = 
2N - 2.

Method 3: the nested structure of the datasets 
is taken into account by computing an adjusted 
unpaired two-tailed t-test statistics [10]:

where c is the correction factor for t-distribution:

where M is the total number of data points, n is the 
number of observations per cluster, ICC is the intra-
cluster correlation, computed as:

The adjusted p-value is now calculated from t3-
distribution from Eq.6 with h degrees of freedom 
computed as follows:

Statistical power analysis

Provided that the true ‘control’ and ‘experiment’ 
values are different, the script also calculates 
statistical power, achieved by each method at a given 
set of simulation parameters. For this purpose, the 
stochastic simulation is repeated 1000 times. At the 
significance level of 0.05, the null-hypothesis about 
equality of the means is rejected or accepted based 
on computed p-values in each of the 1000 runs. The 
power is determined as the percentage of cases 
when false negative outcome is not obtained. 

Code availability

The nested data simulator is available from https://
github.com/juliaLopanskaia/nested_data_simulator.

Results

Do not pool your data if they are intra-cluster-
correlated

We would like to start by using our random 
nested data simulator to illustrate the importance 
of accounting for data clustering. Suppose it is 
necessary to conduct a study of some quantity for the 
equality of its means under two different conditions 
(‘control’ and ‘experiment’; here and everywhere 
below the null hypothesis - the means are equal).  
For this purpose, we will generate 50 simulated 
‘measurements’ for each of the three clusters. In the 
first example scenario, we will generate the data in 
such a way that the true means in each condition 
are equal so that there is no difference between 
‘control’ and ‘experiment’. As described in Methods, 
our nested data simulator populates each cluster 
with normally distributed random data, which are 
generated to have a user-defined mean and intra-
cluster variance, σintra. The user also defines the inter-
cluster variance, σinter, describing the extent of scatter 
of the mean values among the clusters.

Depending on the variances between and within 

Statistical comparison of ‘Control’ and ‘Experimental’ 
groups

The simulator script processes the stochastic 
datasets, using three methods to test the null 
hypothesis about the quality of the means in ‘control’ 
and ‘experiment’.

Method 1: n observations from all N clusters are 
combined together to form two aggregated pools of 
values: ‘control’ and ‘experiment’. The aggregated 
pools are then compared using a standard unpaired 
two-tailed t-test, based on the score t1:

2
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Figure 2. Analysis of an example of simulated nested data with equal means in ‘control’ and ‘experimental’ groups. The 
number of observations in a cluster 50, the number of clusters 3. In all cases, the true means in ‘control’ and ‘experiment’ are equal 
(1.0 a.u.). (A) Weak intra-cluster correlation (ICC = 0.01). Intra-cluster variance: 0.3 a.u., inter-cluster variance: 0.03 a.u. Different 
colors mark different clusters. Numbers above the plots represent three p-values, computed as described in Methods. Central lines 
and error bars show mean and s.e.m. (B) Strong intra-cluster correlation (ICC = 0.2). Intra-cluster variance: 0.3 a.u., inter-cluster 
variance: 0.15 a.u. Ignoring data clustering in this case leads to a false positive result. Different colors mark different clusters. 
Numbers above the plots represent three p-values, computed as described in Methods. Central lines and error bars show mean 
and s.e.m. (С) Dependence of the probability of obtaining a false positive result on the ICC when pooling all data (red points), 
using the means for each cluster (blue points) and applying adjusted t-test (green points). It can be seen that ‘incorrect’ processing 
(pooling data from all clusters) significantly increases the likelihood of a false positive result if the clustering is strong. At the same 
time, the use of means for each cluster or the adjusted t-test significantly reduces the likelihood of obtaining a false positive result.

clusters, the observations can be more or less 
independent from each other. Intra-cluster correlation 
(ICC) serves as a convenient metric for the degree 
of relative similarity of observations from the same 
cluster (Eq. 9). 

Let us consider two simulated cases: (1) the 
simulated data have a weak relative correlation within 
clusters (ICC = 0.01, Fig 2A) and (2) the simulated 
data have a strong relative correlation within clusters 

(ICC = 0.2, Fig 2B).
In order to illustrate some common pitfalls with 

statistical analysis, we can evaluate three ways 
of processing these data: 1) by naively combining 
observations from all clusters per condition and using 
an unpaired t-test to compare the two conditions; 2) 
by calculating means for each cluster and processing 
them with an unpaired t-test; 3) by using an adjusted 
unpaired t-test, which takes into account the multi-
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Figure 3.  Analysis of statistical power of experiments with different intra-cluster correlation, numbers of observations and 
clusters. In all cases, the true means in ‘control’ and ‘experiment’ are different and equal to 1.0 and 0.8 a.u., correspondingly. Different 
colors mark different clusters. Numbers above the plots represent p-values and powers, computed as described in Methods. Central 
lines and error bars show mean and s.e.m. (A) Weak intra-cluster correlation (ICC = 0.01). (B) Strong intra-cluster correlation (ICC = 
0.2). The number of measurements per each cluster 5, the number of clusters 3. (C-F) Statistics increased by adding measurements 
within each cluster (C, D), or clusters (E-F). False negative cases are shown in B and D, associated with low power. In all cases (C-F) 
the displayed power is slightly less when using processing the means for each cluster and an unmodified t-test compared to using the 
adjusted t-test. Data processing (A-F) was carried out using mean values for each cluster and a t-test based on per-cluster means 
or using an adjusted t-test.
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level structure of the data [10].
In case if the observations are almost independent 

(ICC = 0.01, Fig 2A), all three ways to statistically 
process the data return similarly high p-values. This 
indicates that the likelihood that the null-hypothesis 
about equality of the means is correct is very high. 
This is the right answer, as we know that the ‘true’ 
means have indeed been user-defined to be equal.

In the case of a strong intra-cluster correlation 
(ICC = 0.2, Fig 2B), however, the three statistical 
procedures lead to different outcomes. Specifically, 
the most naive approach of pooling all data points 
together and conducting a standard unpaired t-test 
produces an extremely tiny p-value. This would be 
erroneously interpreted as an indication that ‘control’ 
and ‘experiment’ are significantly different. Obviously, 
this is not the case in our simulated scenario, so this 
type of analysis exemplifies how disregarding the 
nested data structure can lead to a false positive 
result. The second statistical procedure, that is 
averaging all the observations within each cluster 
and then using the intra-cluster means to conduct a 
t-test, performs better and does not lead to incorrect 
rejection of the null hypothesis. Finally, the last of the 
considered statistical procedures also supports the 
null-hypothesis of equal means.

To further illustrate the importance of taking data 
clustering into account, we plotted the dependence 
of the probability of obtaining a false positive result 
on the extent of the intra-cluster correlation ICC 
(Fig. 2C). This graph shows that the naive approach 
of pooling all data together dramatically increases 
the probability of false positives, while two other 
statistical treatments produce more accurate results 
in this scenario. The heatmap in Fig. S1 shows how 
the probability of obtaining a false positive result 
depends on the number of clusters and the number 
of observations per cluster.

How to properly plan your experiment and adjust data 
processing for detecting a true difference between 
compared groups?

We hope it is clear from our simulated example, 
described in the previous section, that combining 
measurements from all clusters into one pool and 
treating them as independent observations likely 
leads to false positive results unless the intra-cluster 
correlation is lower than 0.01. Therefore, it is highly 
recommended to recognize the nested structure of 
the data and average data within clusters to conduct 
statistical analysis on their means or use an adjusted 
unpaired t-test.

But if the latter two methods produce comparable 
rates of false positive results, is there really any 
preference to use one or the other? To answer this 
question, let us now consider another simulated 
scenario, in which both the ‘control’ and ‘experiment’ 
are represented by three clusters of data; but the 

‘true’ means in ‘control’ and ‘experiment’ are slightly 
different (Fig. 3A, B). Which type of statistical analysis 
will provide a lower probability of a false negative 
result?

We will start with an example, in which the 
amount of data is limited: only n = 5 observations 
per cluster, and only N = 3 clusters per condition. By 
running our nested data simulator repeatedly with 
fixed user-defined parameters, it is easy to calculate 
the probability of obtaining a false negative result, β. 
The corresponding statistical power is defined as (1 - 
β)*100%.  From the simulations, it becomes clear that 
the power is consistently higher when the same data 
are evaluated using adjusted t-test, compared to the 
t-test based on per-cluster means (Fig. 3A, B). This 
small, but reproducible gain in statistical power allows 
detecting small differences between the ‘control’ and 
‘experiment’ more reliably with the former method. 
Note that the statistical power is lower with both 
methods in case the data have higher ICC.

The probability of obtaining a false negative 
result depends on both the number of measurements 
in the cluster and the number of clusters (Fig. S2). 
Thus, to increase the sensitivity of data processing, 
the number of measurements in each cluster and/
or the number of clusters should be increased. In 
practice, however, it is usually difficult to increase 
the number of clusters (i.e. number of organisms/
patients/cells/experimental days). Therefore, for 
reducing the probability of obtaining a false negative 
result, it is easier (and sometimes more expedient) 
to increase the number of measurements within the 
cluster. Fig. 3C, D shows the examples, in which 
the number of observations per cluster is increased 
10-fold, compared to Fig. 3A, B. As one can see, in 
this case, the statistical power is indeed increased, 
but the gain is higher when the ICC is low (Fig. 3C), 
while with higher ICC increasing statistics within each 
cluster does not have such a dramatic effect (Fig. 
3D). Adding more clusters usually is a more effective 
way to enhance statistical power, as demonstrated 
by the simulated examples in Fig. 3E, F, in which 
the number of clusters is increased 5-fold relative 
to the case considered in Fig. 3A, B. In practice, 
researchers should make a decision whether to add 
more observations per cluster or more clusters based 
on the understanding of the associated expected 
gain in power (Fig. S2), and other factors, such as 
time, cost and effort investments, required to collect 
each type of data.

In any scenario, complete description of the 
outcomes of statistical analysis is essential for 
correct interpretation of the study. Some of the best 
practices of communicating the results of statistical 
comparisons include data visualization in the form 
of SuperPlots [5], and reporting a full set of details 
about the statistical analysis, such as naming the 
null hypothesis, which was tested; reporting which 
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statistical method was used; what was the sample 
size; which type of p-value (one-sided vs. two-sided) 
was computed. Besides the statistical significance, 
the substantive significance of the comparison (the 
effect size) should also be reported [11].

How to process nested data properly?

In this final section, we propose a tentative 
experimental workflow incorporating our nested 
data simulator (Fig. 4). It is applicable when the 
experimenter aims to compare mean values of some 
quantity under two experimental conditions and the 
associated measurements generate nested data, 
such as observations from different cells/organisms/
patients/experimental days. We suggest that the 
study should be carried out as follows. First, a pilot 
set of measurements should be made to produce 
two minimal datasets (N = 3 clusters, n = 10-20 
observations per cluster). With these data in hand, 
one can estimate the mean values, the variances in 
each cluster and the variances of the means between 
clusters.

Note that for simplicity we only consider the 
case, when the data are normally distributed and the 
variances in control and experimental groups are not 
significantly different. This is often the case with real 
data, justifying the application of the t-test. If the data 
do not follow a normal distribution, nonparametric 
tests, such as Mann-Whitney-Wilcoxon U-test, can 
be applied [12]. Taking the means and variances 
from the pilot experiment as input parameters for 
simulations, our nested data simulator can be used to 
estimate the statistical power of the pilot experiment. 
A reasonable and conventionally used tradeoff value 
for statistical power is 80% [13].

If the estimated power is higher than 80%, the 
pilot experiment is considered sufficient to detect the 
difference between the ‘control’ and ‘experiment’, so 
no more experiments are needed. The user can just 
employ the p-values from adjusted t-test, reported by 
the simulator, to reject or accept the null-hypothesis 
about the equality of the means. If the p-value is 
lower than some threshold, α, the ‘experiment’ is 
statistically different from the ‘control’ with the level of 
significance 1- α.

If the estimated power of the pilot experiment 
is lower than 80%, we suggest using the simulator 
to predict, how many new clusters (N) (i.e. animals/
cells/patients/experimental days) or how many 
observations per cluster (n) one should add to 
increase the power to the required level. This can 
be done by simply running the nested data simulator 
with the means and variances estimated from 
the pilot experiment, but increasing the number 
of clusters and observations within clusters until 
one gets a satisfactory outcome. After a good 
combination is found, the additional measurements 
should be carried out and the data added to the 
datasets. The new means and variances should then 
be estimated in ‘control’ and ‘experimental’ datasets 
and the cycle of the workflow repeated (Fig. 4). This 
workflow is expected to maximize efficiency, high 
statistical power and ensure a proper estimation of 
the significance of the difference of the means in 
‘control’ and ‘experimental’ conditions.

Conclusion
One of the strengths of a simple simulator like ours 

is the ability to clearly illustrate how incorrect implicit 
or explicit assumptions about data independence can 

Figure 4. Proposed workflow for optimal planning of experiment and data processing.
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lead to misuse of statistical procedures, producing 
false positive or false negative results. These 
common pitfalls become especially evident because 
the ‘true’ answers are known in the simulated data. In 
our experience, this kind of exercise with the nested 
data simulator helps training more intuitive thinking 
about statistical methods. But besides just illustration 
of widely-spread mistakes, the simulator can be 
directly incorporated into experimental workflow to 
help researchers plan and correctly analyze their 
experiments. We hope that by using our simple 
nested data simulator here, we have managed to 
attract attention to the old and important problem 
of statistical analysis of hierarchical biological data 
and convince the readers about the importance of 
accounting for data structure.
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